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Overview 

In 2017, a small applied science team within the Microsoft 

Developer Division began experimenting with how artificial 

intelligence and machine learning (ML) could be harnessed to 

improve developer productivity. Six months later, through ad-hoc 

experimentation, they had a machine learning model that could 

actively predict which C# methods a developer was likely to call. 

However, turning that prototype into a full-blown product 

feature would require a lot more work. Engineering resources 

were enlisted, and the two teams began working together on an 

enterprise-grade ML platform that could support what was to 

become the first of many new AI-assisted capabilities in Visual 

Studio and Visual Studio Code. In the beginning, the two teams 

had strong cultural differences in how they worked—and had to 

learn how to come together under an MLOps approach to deliver 

production-grade AI within Microsoft developer tools. 

The Team 

The Data and AI team within the Microsoft Developer Division is responsible for infusing machine 

learning and artificial intelligence into the company’s developer platforms and tools. The team of 20 

applied scientists and software engineers was founded as an offshoot from the Data Platform team, 

whose focus at the time was telemetry collection and business intelligence for the same products. 

The Challenge 

In 2016, the Data Platform team hired its first two applied scientists to draw deeper product and business 

insights from Visual Studio product telemetry. In summer 2017, they started to examine how artificial 

intelligence (AI) and machine learning (ML) could be used to improve the productivity of developers who 

use Visual Studio. They chose to focus on code completion within the Visual Studio integrated 

development environment (IDE), which, at the time, used basic static analysis to provide context-aware 

descriptions of functions and parameter lists—and thus improve developer productivity by reducing the 

need to refer to external documentation when coding. 

Within six months, through ad-hoc experimentation, the applied scientists had developed an ML model 

that could actively predict which C# methods are likely to be used in a particular code context and surface 

them in a ranked list. But at this point, it was just a prototype. Turning what was to become the first of 
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several such AI-assisted capabilities—collectively called IntelliCode—into a production-quality feature of 

Visual Studio would require a lot more work: 

• Development of new ML models for additional languages beyond C#—including the development 

of a new feature extractor for each new ML model.  

• A scalable, automated pipeline for downloading thousands of the most highly-rated public projects 

for each language from GitHub, and then training the ML models for each of those massive 

data sets. 

• A mechanism for retraining all models on new source code on a regular cadence, as required to 

ensure they remained accurate and useful over time. 

• Integration into Visual Studio and Visual Studio Code, in a way that would make everything as easy 

and useful as possible for developers. 

• A means of monitoring the gap between offline accuracy (as observed by the applied science team) 

and online performance, which is dependent on additional factors such as platform responsiveness 

and the overall user experience.  

“Up until then, we had been doing everything manually on our laptops, using Jupyter notebooks, Python 

scripts, and a VM hosted on Microsoft Azure for compute,” says Shengyu Fu, Principal Applied Science 

Manager on the Data and AI team. 

 

 

  

Our expertise is data science and 

experimentation; to productize what 

we prototyped, we needed more 

resources and a different 

set of skills. 

SHENGFU FU 

Principal Applied Science Manager, 

Data and AI team 
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The Journey 

The first step in taking IntelliCode from the prototype stage to a robust product feature came when Fu 

reached out to Gearard Boland, Principal Software Engineering Manager on the Data and AI team, for 

help in developing a feature extractor for Python. That first request for assistance soon led to a second, 

and then a third, during which Boland’s team started having conversations with Fu’s team about their 

goals and what it would take to achieve them.  

At first, as requests for assistance from Fu’s team came in, Boland assigned one of his people to each 

request. However, as those requests began to grow in frequency and complexity, the teams had to learn 

how to bring together under an MLOps approach—essentially the extension of DevOps principles to the 

end-to-end ML lifecycle—to deliver production-grade AI within Microsoft developer tools. 

“We were helping build different ML models for different languages, but from an engineering 

perspective, there was a lot of commonality—such as every model being trained on source code,” Boland 

recalls. “Instead of continuing to provide ‘white glove’ service for each request, we realized that we had 

to take a step back say to them, ‘If you want to take what you’re working on all the way to general 

availability, here’s what’s required from a platform perspective.’”   

By this time, AI-related projects were continuing to grow organically within the Developer Division, 

leading upper management to see the need for a dedicated team that could focus fully on infusing AI 

into its products. Fu was chosen to lead one of the applied science teams within the newly-formed Data 

and AI team, and would continue to focus on research and experimentation. Boland was chosen to lead 

the ML platform team, which would start building a production-grade infrastructure upon which the 

Developer Division could productize the work coming out of its applied science teams. 
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An enterprise-grade ML platform 

For the ML platform team, one of the first deliverables was an automated pipeline for the periodic 

retraining of existing models over time, as well as the training of new ones. “The original thinking was 

that we wouldn’t need to update our models often, which is true for things like the Core Framework,” 

explains Boland. “But Azure product teams are always releasing new SDKs, NuGet packages, and so on, 

which we need to incorporate into the training pipeline, so we decided to retrain on a monthly cadence.” 

At about the same time, having seen what the applied science team had made possible for C# and 

Python, the other language teams within the Developer Division wanted the same capabilities for their 

own languages. “It wasn’t long before the C++, Java, SQL Server, TypeScript/JavaScript, and XAML teams 

all wanted to be included in IntelliCode,” recalls Boland. “Clearly, we were going to be doing a lot of 

compute-intensive model training on very large data sets every month—making the need for an 

automated, scalable, end-to-end ML pipeline all that more evident.” In building the pipeline, the ML 

platform team had to tackle several challenges, starting with automated retrieval of thousands of the 

highest-ranked public repos on GitHub for each language.  

The team also had to optimize feature extraction. Whereas the applied science team had done the work 

for C#, and the two teams had worked together on Python, they decided that the best approach would 

be to hand off feature extraction for additional languages to the language teams themselves. “It was 

more efficient to have the teams that own each language—and are the ultimate experts on it—write their 

own feature extractors,” says Boland. “What happens before and after feature extraction is essentially the 

same, so we let them own that part, maintain it as they released new language features and 

enhancements, and then hand it off with each new release to plug into our pipeline.” At first, the team 

used Service Fabric for feature extraction. However, after working with actual ML models and learning 

how they were used and deployed, they switched to Azure Batch, which let them avoid paying for 

compute resources when they’re not needed. “Both options can scale up automatically as needed,” 

explains Filip Krzeminski, a Principal Software Engineer on the ML platform team. 

  

We built this platform from the ground 

up for enterprise scenarios, so part of 

our journey involved developing a 

practical approach to enterprise-level 

ML models with shipping deadlines. 

FILIP KRZEMINSKI 

Principal Software Engineer, 

ML Platform Team 
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For model training, the team chose Azure Machine Learning. “We use Azure Container Registry and 

Docker to create a base model and give it to the language teams to augment,” says Boland. “When they 

hand it back to us, we add the platform bits and so on, then plug it into the pipeline. After the models are 

trained, they’re obfuscated and compressed, then published to IntelliCode for download to 

developers’ systems.”  

Orchestration is handled using Azure Data Factory Pipelines and code is built with Azure Pipelines, which 

handles publishing the code to Azure Container Registry and pushing it into production. The product is 

deployed across multiple Azure regions to ensure redundancy and minimize latency for users around the 

globe. Rollout of new code across those multiple regions is done on a staggered schedule, enabling the 

team to validate new code across a slowly growing user base and roll back any changes if needed. 

Environment configuration is captured within Azure Resource Manager templates, enabling rapid and 

predictable deployment to additional Azure regions if needed. Client telemetry is collected to monitor 

the accuracy and coverage of the inferencing engine, and server-side telemetry is collected to monitor 

the reliability and performance of the model training service. 

 

IntelliCode team completions models 

IntelliCode for C# was announced at Build 2018 and initially made available as an experimental extension 

for Visual Studio 2017. However, as developers started using it and telemetry began to come in, the 

teams realized that they an opportunity to make the feature even more useful. “Although the feature 

worked well on code patterns learned from open-source GitHub repos, it wasn’t as helpful when 

developers were using their own types, or were using domain-specific libraries that aren’t common in 

open-source code,” explains Fu. 
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That’s when the teams decided to let developers train IntelliCode on their own code, in an on-demand 

manner, from within the IDE. To enable this, the team implemented feature extraction on the client, after 

which a summary file with metadata on the developer’s own types and their usages is uploaded to the 

training pipeline. An Azure Pipelines task kicks off the training of custom model—called a team 

completion model in IntelliCode terminology—which is immediately pushed back down to the 

developer’s system. 

“When we added support for team completion models, the scalability and reliability of our training 

pipeline became even more important—because it’s now an inline component of the developer 

experience,” says Boland. “Fortunately, the entire process typically takes only one or two minutes, 

including feature extraction on the client and training of the custom model in the cloud.” 

When team models are used, IntelliCode generates recommendations by merging together the base 

model for the language developers are using, any team models they’ve trained, any team models that are 

associated with the Git repository they’re working in, and any team models they’ve added to their profiles 

from sharing links provided by others. (Team models are currently supported for C# and C++.) 

 

The Results 

With a scalable ML platform in place and the means for language teams to contribute, IntelliCode quickly 

added support for several new languages. Today, it provides statement completion for C#, C++, XAML, 

JavaScript, and TypeScript in Visual Studio, and for Java, JavaScript, TypeScript, Python, and MSSQL in 

Visual Studio code. C# users on Visual Studio also benefit from AI-assisted argument completion, code 

style inference, and refactoring. “Today, a lot of the work is now being done by the language teams,” says 

Fu. “We typically focus on model training, evaluation, and tuning.” 

Base models for each of the six supported languages are retrained once per month, with each training 

run usually taking three to four days. The same infrastructure trains about 9,000 team models per month. 

“Custom models are always prioritized; users have no idea we’re doing massive feature extraction and 

training on one of our six base models at the same time,” says Boland. “In fact, the same infrastructure 

also supports several other products and product features beyond IntelliCode, such as our AI-powered 

bot for the Azure REST API.” 
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To help close any gaps between offline accuracy and online performance, every new IntelliCode feature 

goes through a ringed dogfooding process within Microsoft. The feature is first made available to a small 

set of developers on the Data and AI team, then to others within the Developer Division, and then to an 

even larger group of developers across Microsoft. Only when the feature is deemed to be of sufficient 

quality is it released into public preview, and eventually formally released. 

“We built this platform from the ground up for enterprise scenarios, so part of our journey involved 

developing a practical approach to enterprise-level ML models with shipping deadlines,” says Krzeminski. 

“A lot of publicly available ML tooling focuses on experimentation and non-enterprise scenarios, so we 

had to figure out how to build a platform for data, model training, and inference with best in class 

technologies—one that also met the high quality standards for Microsoft Azure services.” 

As the use cases for AI-assisted development have grown, so have the teams supporting them. Fu’s team 

has grown from two to eight applied scientists over the past three years, and is now one of several such 

teams within the larger Data and AI team. Boland’s team has increased from five engineers to twelve; at 

any time, two to four are helping applied scientists with their experiments, while the rest remain focused 

on the shared ML platform. “Our goal is help them experiment more quickly and effectively, which is one 

of the reasons my team has more than doubled in size—it’s something that management clearly feels is 

important,” says Boland. 

 

Looking forward 

With the applied science team freed from any engineering work, they’ve been able focus full-time on new 

ways AI can be used to harness the collective knowledge of the open-source GitHub community. The 

team’s latest project: whole-line code completions, which the team achieved by extending the GPT-2 

transformer language model—originally trained to predict the next word in Internet text—to learn about 

programming languages and coding patterns. “Whole-line completion takes advantage of cutting-edge 

advancements in deep learning and natural language processing,” says Fu. “We’re training the models in 

Azure Machine Learning, using the largest Azure Data Science VMs, and each training run still takes a 

few weeks.” 

We’re always looking for ways to push 

the use of our platform upstream—to 

‘shift left” so to speak—as a means of 

accelerating the time from prototype 

to production. 

GEARARD BOLAND 

Principal Software Engineering 

Manager, Data and AI team 
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Fortunately, the applied science team now has a robust, scalable platform on which to run such 

experiments—and an engineering team that’s committed to helping them with their research. “We’re 

always looking for ways to push the use of our platform upstream—to ‘shift left” so to speak—as a 

means of accelerating the time from prototype to production,” says Boland. “As part of that work, we’re 

moving more and more functionality into Azure Machine Learning, which will enable applied scientists to 

do things like GPU-based training and machine learning based on Apache Spark. And in doing so, we’re 

hiding as much of the underlying complexity as we can from the applied science teams by wrapping 

everything in Python—the same language as the Azure Machine Learning SDK.” 

Lessons learned 

While the MLOps journey of the two teams has delivered powerful new capabilities for developers who 

use Visual Studio and Visual Studio Code, it came with a learning curve for both teams, who, in the 

beginning, had strong cultural differences in how they worked. “Applied scientists and engineers have 

very different ways of working,” says Fu. “Most data science experiments fail, so we tend to quickly try out 

new ideas and, if they don’t work, throw them away. Engineers don’t iterate nearly as rapidly, yet they 

rarely discard what they’ve started. Finding common ground in such areas was critical; we try not to 

engage engineering until we have a good model and, now that they’ve come to understand how we 

work, they’re able to engage appropriately.” 

Ensuring production-quality code was another early issue, leading the teams to establish common code 

quality standards and code review practices. “One question we had to ask ourselves was, ‘Who owns 

moving an experiment into production?’” recalls Krzeminski. “In the beginning, as experimental code was 

handed-off to us to put into production, we spent a lot of time optimizing for performance and memory 

use, adding unit tests, and so on. And we had to do that work ourselves because of the complexity 

involved in bringing anything into our ML pipelines. We learned that we had to simplify the onboarding 

process, define common coding standards across our teams, and have our applied science teams own 

their ML code from the perspective of those standards all the way to production.” 

However, it wasn’t just the applied science teams that had to adapt. ”It was a learning experience on both 

sides,” Krzeminski recalls. “Our engineering team had to learn new languages like Python—and what it 

took to write production quality code in Python versus more traditional .NET languages like C#. So the 

lessons learned really went both ways.” 

Adds Boland, ”There are different considerations to take into account when something is done as an 

experiment or will be performed manually every now-and-again, versus something we want to run 

continuously and have always ready. The latter means ensuring we’re not being wasteful, which is one of 

the reasons we worked to optimize memory use early-on. The applied science team was using a fairly 

large VM in Azure to do their training manually, but we wanted to scale it out and had to take into 

account other cost-of-goods related considerations. Custom models require much less compute and 

memory than our base models, and we didn’t want to run high-end VMs in production for only 

occasional peak usage. We ended-up addressing the issue from both ends: enabling ourselves to spec 

somewhat ‘less expensive’ VMs when it makes sense, and updating the code to be more judicious in how 

it handles memory—and not just assume it can load whatever it wants all at once.” 
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Adherence to engineering standards was especially important for the feature extraction code, which, 

because it runs in Visual Studio, must meet an extremely high bar. “We needed to build in telemetry, unit 

tests, and all the other things that are required to ship a feature in Visual Studio,” says Boland. “Our goal, 

which we reached, was to have the exact same code running on the server and the client. The same goes 

for the ML models themselves, which don’t care where the data comes from. It took lots of refactoring 

and other optimization to meet the quality levels required to ship in Visual Studio.” 

For Boland, helping with things that were eventually thrown away was another point of contention. “We 

shepherded four ML models as far as our internal dogfood environment before deciding to abandon 

them because developers told us, ‘That’s cool… but it’s not really useful,’” he recalls. “Today, if we know 

we might throw something away, we try to fail ‘fast and cheap.’” 

While there have been cultural differences between the applied science and engineering teams at times, 

those rough spots have led to a better product. “All the challenges that came with having to ship a 

product gave us a lot of insights that we were able to apply to the platform, as well as to our own 

processes,” says Neel Sundaresan, Partner Director, who leads the overall Data and AI team. “We learned 

how to introduce AI into Visual Studio, and to scale it from concepts and algorithms to features and 

customer satisfaction. Today we’ve got a common set of goals, and are working together to shift left and 

push more engineering discipline further upstream, including development of a set of guidelines and 

best practices for the entire organization.” 

Resources 

Read the whitepaper on driving efficiency and productivity with Machine Learning Operations here  
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